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Terminology Reference
This is a glossary of acronyms and terms used throughout this document.
AS
BFD
BGP

Autonomous System is a collection of connected IP routing prefixes under the control of one or more network
operators on behalf of a single administrative entity or domain
Bidirectional Forwarding Detection is a UDP based protocol that provides fast detection of layer-3 next hop
failures; it is used in conjunction with a routing protocol, such as BGP

Cluster

Border Gateway Protocol is a standardized routing protocol used to exchange routing and reachability data
among autonomous systems
A pair of adjacent Netvisor ONE enabled switches acting as one logical unit for high availability

Fabric

A set of Netvisor ONE enabled switches that operate and are managed as a single entity

IGMP

Internet Group Management Protocol is a control plane protocol used by hosts and routers on IPv4 networks
to establish multicast group memberships.
Insight Analytics is Network Performance Management (NPM) add-on module to UNUM

Insight Analytics
Overlay

In the VXLAN context, this refers to all the elements built on top of the generic IP transport infrastructure in
order to offer the L2VPN and L3VPN functionalities

PIM

Protocol-Independent Multicast is a group of IP multicast routing protocols (four in total) that provide oneto-many and many-to-many forwarding of multicast traffic over a Layer 3 network

Pluribus UNUM

Pluribus UNUM™ Unified Management, Automation and Analytics Platform software

sFlow

Short for “sampled flow”. It’s a technology used to sample traffic and to export truncated packets together
with interface counters for the purpose of network monitoring.

Underlay

In the VXLAN context, this refers to the generic IP transport infrastructure used to ensure IP communication
among all data centers

VIP

Virtual IP is an IP address that does not correspond to an actual physical device

vLAG

Virtual Link Aggregation Group is a Netvisor ONE technology for connecting multiple switches to other devices
or to other switches for resiliency and high availability

vNET

A Virtual NETwork is a partition of the Adaptive Cloud Fabric. A vNET is defined by a group of network
objects that can operate independently and have dedicated resources, providing multi- tenancy and network
segmentation

VRF

VRF is a technology that allows multiple routing spaces coexist on the same switch; it complements the
vRouter construct, offering a highly scalable distributed solution

vRouter

An object used to provide routing between subnets, VLANs and/or vNETs. The vRouter runs in a dedicated
operating system container

VTEP

VXLAN Tunnel Endpoint is the entity responsible for encapsulating / de-encapsulating VXLAN packets

VTEP HA

VTEP High Availability refers to a mechanism designed to ensure redundancy of the VTEP entity

VXLAN

Virtual Extensible LAN is a Layer 2 overlay scheme over a Layer 3 network. It uses MAC-in-UDP encapsulation to
provide extension of Layer 2 segments across IP transport networks
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Abstract
This Technical Brief describes how the Pluribus Adaptive Cloud Fabric™ enables creation of unified
network fabrics across geographically dispersed sites with efficient unicast and multicast forwarding
to support multicast applications including video surveillance and security.

Adaptive Cloud Fabric Background
Pluribus Networks offers a unique and highly effective implementation of software-defined
networking (SDN) called the Adaptive Cloud Fabric. This section summarizes important elements of
the Adaptive Cloud Fabric architecture and capabilities that are relevant to building distributed
network fabrics with multicast forwarding for video applications. For more detailed discussion of
Adaptive Cloud Fabric technology, please refer to the Pluribus Technical Brief, “Achieving a ScaleOut IP Fabric with the Adaptive Cloud Fabric Architecture.”
The foundation of the Adaptive Cloud Fabric is open networking hardware running the Pluribus
Netvisor® ONE network operating system (OS). Netvisor ONE software supports a variety of
standard layer 2 (L2) and layer 3 (L3) protocols for flexibility in designing resilient underlay networks
including interoperability with other network elements. As discussed in the next section, a key
attribute of the Netvisor ONE OS is the ability to support a variety of network topologies, including
data center leaf-spine, aggregation tree and ring networks. Netvisor ONE also incorporates
configuration automation and advanced traffic intelligence based on built-in flow monitoring and
telemetry.
Building on this foundation, the Adaptive Cloud Fabric software enables creation and automation of
distributed network fabrics that incorporate a number of important technologies.
•

Distributed, controllerless architecture: the Adaptive Cloud Fabric software runs directly on
open networking switches and implements an innovative distributed control plane and
distributed database, removing the need for an external controller. Every fabric node has
full network state information and can act as a single point of management for the entire
fabric. An advanced transactional model guarantees that device configuration is maintained
consistently across network nodes and supports configuration rollback capabilities. The
operational efficiency benefits of this controllerless architecture are magnified in highly
distributed video networks.

•

Network virtualization and segmentation: The Adaptive Cloud Fabric creates virtualized
overlay networks based on standard Virtual Extensible LAN (VXLAN) tunnels with high
availability (HA) configuration, switch-based tunnel termination and hardware acceleration
for resilient, wirespeed performance. This overlay approach supports the creation of rich
virtualized services and enables multi-tenant network segmentation for both physical and
virtual devices and applications. Segmentation is an important feature in highly distributed
video networks, as will be discussed.

•

Virtualized services: The Adaptive Cloud Fabric implements a range of powerful virtualized
services as fabric-wide objects that are simple to configure and manage. Examples include
layer 1 emulated virtual links, multipoint layer 2 bridge domains and distributed virtual
routing and forwarding instances (VRFs) with anycast gateways for efficient distributed
routing. These service types can be mixed within a fabric, enabling a single network to
efficiently support a wide variety of users and applications. A key service type for distributed
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video networks is the Multicast Fabric VRF, discussed in more detail below.
•

Fabric-wide network and service automation: Network, service and policy configuration
and provisioning are dramatically simplified through the use of fabric-wide service objects
and commands and built-in automation, allowing a single command to configure the entire
network. One important example of built-in automation is automatic VXLAN tunnel creation
to enable a newly provisioned service.

Adaptive Cloud Fabric Architecture Flexibility in Varying Topologies
The Pluribus Technical Brief, “Achieving a Scale-Out IP Fabric with the Adaptive Cloud Fabric
Architecture,” focused primarily on data center leaf-spine topologies while noting that the Adaptive
Cloud Fabric can support other topologies. In this section we highlight two examples of how the
Adaptive Cloud Fabric can be applied beyond the data center including for video surveillance
networks.
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Figure 1: Adaptive Cloud Fabric in a Leaf-Spine Network
Figure 1 shows a leaf-spine network similar to those discussed in the “Scale-Out IP Fabric” Technical
Brief. The Adaptive Cloud Fabric in this network is composed of the leaf, or top-of-rack switches that
connect to the data center compute, storage and other resources. Two of the leaf switches form a
border leaf cluster for access to external networks. Note that the spine switches are not shown as
part of the fabric, illustrating the ability to form a fabric that interoperates with any spine switch
using standard L2 or L3 protocols. Equally important (but not shown in this figure) is the ability to
interoperate with any underlying wide area network (WAN) transport to form a fabric across
multiple leaf-spine “pods” in geographically separated data centers, creating a unified, multi-site
data center fabric.
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Figure 2: Adaptive Cloud Fabric in a Converged Data Center – Campus Network
Figure 2 illustrates how the Adaptive Cloud Fabric can be expanded from the data center to a
campus aggregation network. In this figure, the fabric incorporates the data center leaf switches and
several switches that aggregate traffic from access switches, a common topology for campus
networks. Again the spine switches – now also playing the role of the campus core – are shown as
separate from the fabric, though they could as easily be included in the fabric.
This example shows the power of the Adaptive Cloud Fabric to unify disparate networks with varying
topologies and networking requirements.
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Figure 3: Adaptive Cloud Fabric in a Distributed Video Security and Surveillance Network
Figure 3 illustrates how the Adaptive Cloud Fabric can be extended even farther in an application
that requires scalable aggregation of highly distributed access sites, an IP video security and
surveillance network. This application is the focus for the rest of this paper.
In this example, the Adaptive Cloud Fabric is created in order to aggregate the video streams from
IP-enabled video cameras – labelled “Internet of Things” (IoT) Video Cameras1 – at distributed
access sites and route it to monitoring and collection sites. While only four switch clusters
corresponding to four aggregation sites are shown in this figure, real video networks can easily scale
to hundreds of cameras connecting to dozens of aggregation sites.
Figure 3 also illustrates how the ability of the Adaptive Cloud Fabric to interoperate with other
networks extends to more complex topologies that may be found in a highly distributed video
network. In this case a metro fiber ring connects the aggregation sites to an IPv4 core network,
which in turn connects to two monitoring and collection sites.

1

Some refer to even newer IP-enabled cameras as “closed-circuit TV (CCTV)” cameras, reflecting the history of
analog video security systems.
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Multicast Forwarding for IoT Video Streams in the Adaptive Cloud Fabric
Multicast forwarding is an important requirement in many video security and surveillance networks.
Video streams often need to be routed to multiple monitoring and collection endpoints
simultaneously, and multicast forwarding can substantially reduce required network capacity and
bottlenecks when compared to ingress stream replication and transport of redundant streams.
Figure 4 shows multicast streams in the same example network shown earlier. Three streams are
shown including two (red and purple) with multicast replication occurring in the network. Note that
the replication is shown occurring at a point close to the receivers, not at the ingress point to the
network near the camera. As a result, all three streams traverse most of the network, including the
IPv4 unicast core network, as a single stream.
Distributed IoT Video Cameras

Metro Fiber / DWDM
Adaptive
Cloud
Fabric

IPv4
Unicast Core

Monitoring and
Collection Sites

Figure 4: Unicast and Multicast Streams in a Distributed Video Security and Surveillance Network
The following sections describe how the Adaptive Cloud Fabric implements this efficient multicast
forwarding approach.
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IGMP Snooping Support Over a VXLAN Fabric
Netvisor ONE is capable of snooping Internet Group Management Protocol (IGMP) messages to
dynamically learn about multicast group membership. It can therefore support the selective
replication of multicast traffic (instead of always flooding it).
In addition, the IGMP snooping logic is VXLAN-aware and can determine the proper list of egress
interfaces both on the local device and across the VXLAN fabric. In other words, multicast traffic
belonging to a group is forwarded only to member ports and relevant remote VXLAN tunnel
endpoints (VTEPs).
In order to do that, multicast traffic needs to be selectively replicated: Netvisor ONE uses the headend replication (HER) model for replication of packets to be sent over to remote VTEPs. Netvisor
ONE also forwards IGMP join messages over VXLAN tunnels, for other fabric switches to see those
messages and as a consequence build the group membership list accordingly.
This algorithm can be better described with a practical example, as shown in Figure 5 below.
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Figure 5: Example of Fabric Topology with Multicast Distribution
In this scenario, as shown above, there is a multicast source on the left connected to a switch cluster
(switch 1 and switch 2) through a vLAG. Two receivers on the right are connected to two remote
VTEPs (relative to the source) and send IGMP join messages to join Group 1.
An IGMP join message received on port P4 for Group 1 triggers Switch 3 to add the local port (P4) as
a Layer 2 group member. In addition, Switch 3 floods the IGMP message to the remote VTEPs 1 and
4. Hence the remote switches associated with those VTEPs receive an IGMP packet and add Group 1
as Layer 2 multicast group.
On VTEP1’s cluster the flooded IGMP join message is also forwarded (synced) to the cluster peer
through the out-of-band channel so that both cluster peers can see and program the same Layer 2
multicast group entry.
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An IGMP join message received on port P6 triggers the same sequence of events and hence the
group membership becomes:
•
•
•

On both Switch 1 and Switch 2, VTEP 3 and 4
On Switch 3, local port P4 and VTEP4
On Switch 4, local port P6 and VTEP 3

In this list, VTEP 3 and 4 represent the remote group members across the fabric (relative to the
source).
Then, when Source 1 sends multicast traffic on P2 or on P3, that traffic matches the MAC address
corresponding to Group 1’s destination MAC programmed in the Layer 2 table, therefore the
hardware bridges it to its remote destinations, VTEPs 3 and 4.
After receiving Source 1’s multicast traffic, Switch 3 and Switch 4 check the Layer 2 table and
forward the traffic to the local receivers connected to P4 on Switch 3 and to P6 on Switch 4.
This end-to-end cross-fabric forwarding process is automatically managed by the Netvisor ONE
software by snooping IGMP messages and by dynamically learning about multicast sources.
The IGMP snooping logic over VXLAN can be enabled with the following command by using the
vxlan parameter:
CLI (network-admin@ebc-leaf-1) > igmp-snooping-modify vxlan|no-vxlan
vxlan|no-vxlan

Enable IGMP on VXLAN. Disabled by default.

CLI (network-admin@switch) > igmp-snooping-modify vxlan
CLI (network-admin@switch) > igmp-snooping-show
enable:
vxlan:
enable-vlans:
snoop-link local-vlans:

yes
yes
1-4092
none

In addition to bridging multicast traffic to the receivers, in most network designs it is also necessary
to route multicast packets across subnets. This function can be achieved in a distributed fashion,
with or without segmentation, by using Multicast Fabric VRFs as explained in the following section.
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Distributed Multicast Forwarding with Fabric VRFs
Netvisor ONE leverages the flexibility of the Adaptive Cloud Fabric’s distributed control plane to
extend the unicast Fabric VRF function (as described in the Scale-out IP Fabric tech brief) to route
multicast traffic without employing a multicast routing protocol such as Protocol-Independent
Multicast (PIM) in the underlay or overlay networks.
This functionality is referred to as Multicast Fabric VRFs with distributed routing support.
Multicast Fabric VRFs are a logical extension of the IGMP Snooping feature described in the previous
section. That is because Multicast Fabric VRFs use techniques analogous to those of IGMP Snooping
to dynamically and selectively forward multicast traffic.
In particular, with Multicast Fabric VRFs, the multicast forwarding logic is enhanced to also handle
inter-VLAN forwarding and replication, including any forwarding over the VXLAN overlay.
Figure 6 compares Multicast Fabric VRFs with distributed routing support to the traditional approach
using PIM.
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RECEIVER

Multicast L3

VRF-aware PIM
+ OSPF or BGP
RECEIVER

Multicast L3

VRF-VNI

SOURCE

RECEIVER

Unicast L3

Adaptive
Cloud Fabric

VRF
-VN
I
RECEIVER

Unicast L3

Figure 6: Traditional Approach to Multicast Distribution (top) vs. Adaptive Cloud Fabric (bottom)
In both cases shown in Figure 6, one source and two multicast receivers are located in three
different subnets. In a traditional deployment of IP unicast and multicast, inter-VLAN forwarding
relies upon standard IP unicast routing protocols and on PIM. Both unicast and multicast protocols
have to be VRF-aware in case Layer 3 segmentation is also required. VRF-awareness needs to span
not only the network core but also the MAN/WAN for geographically dispersed nodes.
In the traditional case, configuration and management of the PIM protocol and of the designated
RPs may not be very flexible in certain scenarios, such as when sources and/or receivers have to
change location in the network.
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In comparison, the Adaptive Cloud Fabric’s approach is completely dynamic and does not require
the configuration of PIM. It simply relies on IGMP for group membership discovery.
For flat topologies it can use a single VRF, but it supports multiple VRFs (255 or more) for both
unicast and multicast when granular segmentation is required.
Moreover, the Adaptive Cloud Fabric’s deployment is fully automated and can seamlessly learn
about source and receiver moves.
The Adaptive Cloud Fabric’s approach to multicast distribution extends subnets (mapped to a VNI)
across the fabric to reach the nodes that require inter-subnet forwarding and then performs local
routing on the nodes where the receivers are located. As already mentioned in the IGMP Snooping
section, this approach employs head-end replication to reach the remote fabric endpoints where
the egress interfaces are located.
To explain this in more detail, the lookup steps implemented in the Netvisor ONE logic for
distributed multicast forwarding are described below.
First, on the source node, multicast traffic may need to be locally bridged and/or it may need to be
replicated and forwarded to all multicast receivers in the same (VNI-mapped) VLAN that are located
on other overlay nodes.
In addition, other multicast receivers may be located locally in one or more distinct VLANs and
hence multicast traffic may need to be replicated and routed locally to those VLANs as well.
Pluribus leverages Layer 2 hardware table entries to point to local ports and tunnels for replication.
Those entries point to a loopback trunk to implement a second pass lookup (also known as
recirculation). This pass corresponds to a hardware (*, G, VLAN) L3 multicast lookup for any of the
local receiver ports located in different output VLANs.
Furthermore, once a multicast packet reaches a remote VTEP in the overlay network, it is
decapsulated and then L3 multicast entries route the traffic locally on that node. Decapsulated
packets are replicated to VXLAN ID(s) based on the IGMP snooping logic (which knows where all the
receivers attached to the node are).
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Figure 7: Multi-stage Inter-VLAN Multicast Traffic Distribution over the Fabric
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In summary, as shown in Figure 7, the Adaptive Cloud Fabric approach to multicast distribution can
be described as a dynamic multi-stage replication and forwarding process that can handle local
receivers (both in the same VLAN as the source and in different VLANs) as well as remote receivers
connected to various fabric endpoints (again, both in the same VLAN as the source and in different
VLANs).
The configuration of Multicast Fabric VRFs starts from the configuration of unicast VRFs and of the
regular IP subnets (such as, for example, a subnet for the multicast source(s) and one or more
subnets for the receivers) as discussed in a previous section and shown in Figure 7.
Then Multicast Fabric VRFs can be enabled on top of the unicast logic with the following command
by using the enable parameter:
CLI (network-admin@ebc-leaf-1) > vrf-multicast-show
enable: no
CLI (network-admin@switch) > vrf-multicast-modify
scope
scope - fabric or local
disable disable DM Forwarding
enable enable DM Forwarding
CLI (network-admin@switch) > vrf-multicast-modify enable
System must be REBOOTED for this setting to take effect

Note that enabling or disabling Multicast Fabric VRFs takes effect only after a reboot.
The loopback port(s) used by Multicast Fabric VRFs are called mlb-loopback-trunk, which is an
additional loopback trunk for L3 multicast traffic only. vxlan-loopback-trunk instead continues to be
used for unicast traffic alone. While vxlan-loopback-trunk is auto-created, mlb-loopback-trunk needs
to be manually created by the user.
Starting from Netvisor release 5.2.0, in addition to regular Pluribus Insight Analytics, it is also
possible to collect sFlow-based traffic analytics, for example to track multicast streams.
sFlow-based analytics can provide insights into various key network indicators such as the top client
connections, the top network L4 services, the servers with the highest number of connections and
the top L4 services by total unique clients. Pluribus UNUM can be used to graph those statistics as
shown in Figure 8.
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Figure 8: Pluribus UNUM Analytics Dashboard
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Interoperability and Migration of Multicast Sources
In real-world network deployments, there may be cases when multicast receivers are not directly
connected to Adaptive Cloud Fabric nodes, for example, when they are still connected to a thirdparty network during a migration process. This section discusses a feature that can be used to ease
interoperability in such scenarios.
For interoperability purposes Netvisor ONE supports the capability of configuring static IGMP groups
in order to simulate an IGMP join on certain ports (called “transit links”).
This feature is useful when one or multiple receiver hosts are connected behind an L3 network (for
example, surveillance stations connected to a legacy Layer 3 network).
Figure 9 shows a scenario where a multicast source has been migrated from a third-party network
(top) into the Adaptive Cloud Fabric (bottom), but some receivers are still located in the legacy
network.
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RECEIVER

PIM +
OSPF or BGP

New Candidate RP
239.1.1.0/24

RECEIVER

239.1.1.0/16
Static IGMP
join on VLAN X

SOURCE
239.1.1.1

Figure 9: Video Surveillance Source Migration
To support this scenario, on the transit link connecting the legacy network to the Adaptive Cloud
Fabric through VLAN X, a static IGMP group is configured using a “summary” prefix that includes the
multicast sources to be reached from the newly migrated source. This guarantees that the multicast
traffic is distributed all the way to the transit link and reaches the legacy network.
From that point onwards, for the traffic to reach its destination(s) it is necessary to configure the
corresponding candidate RP on the PIM router adjacent to the Adaptive Cloud Fabric. That PIM
router will be responsible for forwarding the multicast traffic to the joined receivers within the
legacy network.
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Configuration of static IGMP groups can be performed by using the following commands to add and
display static IGMP entries on a specific port and VLAN:
CLI (network-admin@leaf-1) > igmp-static-group-create group-ip 239.1.0.0
vlan 10 ports 14
CLI (network-admin@leaf-1) > igmp-static-group-show
group-ip

bd vlan ports

--------- -- ---- ----239.1.1.1

10

14
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Segmentation of Video Traffic in an Enterprise Network
Distributed IoT video networks create potential new security risks with a large number of devices
and locations that can be inherently less secure, presenting an increased attack surface. The
segmentation capabilities built into the Adaptive Cloud Fabric help address these risks by isolating
IoT video traffic from other enterprise network traffic and applications.
The Pluribus Technical Brief, “Achieving a Scale-Out IP Fabric with the Adaptive Cloud Fabric
Architecture” discusses how the Adaptive Cloud Fabric enables network segmentation to isolate
multiple applications or tenants within a common network infrastructure using different virtual
routing and forwarding (VRF) instances in conjunction with separate anycast gateways. Efficient
conversational forwarding based on the distributed virtual port (vPort) database enables scaling to
many hundreds of VRFs for granular segmentation.
With Multicast Fabric VRFs this segmentation benefit extends to multicast traffic. Multicast traffic
can be isolated in one or more multicast VRFs, separate from any other VRFs configured for other
applications. A single Multicast Fabric VRF for all video flows may provide sufficient security, but use
of multiple multicast VRFs is supported. Given the efficient distributed multicast forwarding
architecture, there is no loss in VRF scalability or segmentation granularity.
The Adaptive Cloud Fabric’s segmentation approach is also well-suited to the typical IoT video
network architecture in which cameras attach to low-cost access switches that then attach to an
aggregation layer. Unlike data center segmentation approaches that rely on tunnel termination on a
virtual machine in a server, the Adaptive Cloud Fabric terminates tunnels directly on the switch used
in the aggregation layer. That allows all ingress ports carrying multicast video streams to be assigned
to the video streaming segment, isolating those streams throughout the rest of the network.
In Figure 10, the IoT video streams are all encapsulated into the same IoT video segment (red
overlay) at the ingress ports at the edge of the fabric, while non-IoT enterprise traffic is carried in
separate enterprise network segments (green overlay).
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Figure 10: Adaptive Cloud Fabric Segmentation of IoT Video from Enterprise Network
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Conclusion
This document has outlined how the Pluribus Adaptive Cloud Fabric enables creation of unified
network fabrics across geographically dispersed sites with efficient, high-performance unicast and
multicast traffic forwarding, dynamic end point learning, traffic segmentation and filtering
capabilities to support applications including video surveillance and security. The Adaptive Cloud
Fabric incorporates multiple technology building blocks that help to achieve this result:
•
•
•
•
•
•
•

Network configuration automation (via CLI and REST APIs)
Conversational distributed forwarding for unicast traffic
Dynamic learning of multicast group memberships
Distributed forwarding of multicast sources
Unicast and multicast VRF-based segmentation
Native TCP and UDP traffic analytics
Interoperability with third party devices

A major advantage of the Adaptive Cloud Fabric’s architecture is that it simply requires a generic
unicast core network for data transport and does not require the PIM protocol for the multicast
control plane. With its unique distributed control plane and distributed multicast forwarding
architecture, the Adaptive Cloud Fabric eliminates the complexity of PIM-aware underlay networks
and delivers efficient multicast performance over any underlay network based on standard, unicast IP
forwarding. Moreover, multicast streams are optimally forwarded across the fabric in their dedicated
VRF simply based on snooping of standard IGMP signaling.
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